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Abstract. Cyber-physical systems rely on anomaly detection to main-
tain safe and reliable operation. However, the notion that one model fits
all rarely holds in practice, as industrial systems operate across multi-
ple domains with varying system dynamics that can alter the relation-
ships observed in the data. Since the underlying system remains un-
changed across domains, causal knowledge may provide a more stable
basis for learning transferable representations. Graph-based approaches
offer a natural way to model relationships among process variables, but
most existing methods capture training-data correlations that are often
tied to domain-specific dynamics and may fail to generalise in out-of-
domain. In this work, we investigate whether causally informed graphs
improve domain generalisation compared to data-driven graph construc-
tion using the Causal Chambers dataset and evaluate both approaches
across multiple unseen domains. The results show that incorporating
causally informed graph structures with graph learning achieves more
robust performance across unseen domains and stronger out-of-domain
anomaly detection than purely data-driven graph construction. These
findings suggest that causal knowledge helps graph-based anomaly de-
tection models capture stable relationships that transfer across domains
with different system dynamics.

Keywords: Anomaly Detection - Domain Generalisation - Causally In-
formed Graphs.

1 Introduction

Cyber-physical systems (CPS) increasingly monitor and control industrial pro-
cesses in manufacturing, automotive, and energy systems. These systems connect
sensing, computation, actuation, and physical dynamics; therefore, failures are
not only computational errors but may also propagate through the physical pro-
cess and lead to safety risks, equipment damage, production downtime, or cas-
cading failures [14,10]. As modern CPS generate multivariate sensor streams,
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anomaly detection has become a central component of industrial monitoring,
aiming to identify deviations from normal behaviour before they develop into
faults, attacks, or system-level failures [3,12,4].

Anomaly detection in industrial time series is commonly formulated using
reconstruction or forecasting errors, where deviations between expected and ob-
served behaviour indicate abnormal operation. Forecasting-based methods are
particularly suitable for CPS because anomalies often disrupt the expected tem-
poral evolution of sensor signals. However, many temporal models focus mainly
on individual or sequential signal patterns and do not explicitly model relation-
ships between sensors.

Graph-based anomaly detection addresses this limitation by representing sen-
sors as nodes and their relationships as edges, enabling graph neural networks
(GNNs) to model dependencies between variables more explicitly. Methods such
as MTAD-GAT and Graph Deviation Networks (GDN) demonstrate the benefits
of incorporating graph attention and learned sensor relationships for multivari-
ate time-series anomaly detection [19, 5], while graph structure learning (GSL)
has also proven effective for multivariate forecasting by capturing latent depen-
dencies among variables [18§].

However, the effectiveness of these approaches depends heavily on how the
graph is constructed. Existing methods typically rely on fully connected graphs
or graph structure learning techniques that infer edges from data. While fully
connected graphs may introduce noisy or irrelevant dependencies, graph struc-
ture learning infers relationships from statistical dependencies observed in the
training-domain data. Under domain shift, these statistical dependencies may
change even when the underlying physical process remains the same, causing
the learned graph to capture domain-specific associations rather than invariant
system mechanisms and reducing anomaly detection reliability [1,11,17].

Causal reasoning offers a potential solution. Causal relationships are often
more stable across environments than purely statistical associations [13,16], and
invariant prediction studies suggest that models based on causal mechanisms
can generalise better under distribution shifts [13,15]. Since many industrial
sensor interactions are governed by physical processes and control logic, causally
informed graphs may provide a useful inductive bias for anomaly detection.
However, their effectiveness relative to fully connected priors and data-driven
structure learning approaches remains largely unexplored.

In this work, we investigate whether causally informed graph structures im-
prove the robustness of graph-based anomaly detection under domain shift. We
formulate anomaly detection as a forecasting problem for multivariate time se-
ries and keep the model architecture fixed while varying the graph representation
and graph construction strategies. Specifically, we compare fully connected and
causally informed graph priors under fixed, learned, and hybrid graph refine-
ment strategies, isolating the effects of structural assumptions. Results from the
Causal Chambers dataset show that causally informed and hybrid graph struc-
ture learning can improve robustness under domain shift compared with dense
graph construction.
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2 Related Work

Industrial anomaly detection models are often trained under one operating con-
dition but deployed under different loads, environmental settings, or control
regimes. This creates a domain generalisation problem, where the model must
perform well on unseen target domains without using target-domain data dur-
ing training [17]. Existing domain generalisation methods, such as Risk Extrap-
olation, encourage models to rely on patterns that remain stable across envi-
ronments [9]. However, these methods usually focus on the learned features or
training objective, rather than on the graph structure used to model relation-
ships between sensors.

Graph-based anomaly detection represents sensors as nodes and inter-sensor
dependencies as edges. Methods such as MTAD-GAT and GDN show that mod-
elling these dependencies can improve multivariate time-series anomaly detection
[19, 5]. However, the choice of graph construction remains important. Fully con-
nected graphs allow all sensors to exchange information, but may introduce noisy
relationships. Learned graphs are more flexible, but their edges reflect the sta-
tistical properties from the training data which may not persist when the sensor
dynamics change under new operating conditions.

Causal inference provides one way to define such stable relationships. Invari-
ant prediction argues that causal mechanisms are more likely to remain stable
across environments than purely statistical correlations [13]. Related work on
causal transfer learning and causal representation learning similarly suggests that
models based on stable mechanisms can improve generalisation under distribu-
tion shift [16, 15]. In multivariate time-series anomaly detection, recent methods
such as Entropy Causal Graphs and GCAD also use causal or Granger-causal
relationships to improve detection and interpretability [6]. These works show
the value of causal structure, but they do not directly test whether causally in-
formed graph priors improve domain generalisation when the forecasting model
and anomaly scoring method are kept fixed.

This paper addresses that gap by comparing fully connected and causally
prior together with fixed, learned, and hybrid graph refinement strategies within
the same forecasting-based anomaly detection framework. By changing only the
graph construction, the study isolates whether causal graph priors improve ro-
bustness to unseen industrial operating domains.

3 Methodology

3.1 Problem Formulation

Let a multivariate time series X = {x1,Xa,...,xr},where x; € RV denotes N
sensor variables at time ¢. Given a historical window of length w, the objective
is to learn a forecasting function

fi Xemwit—1 = X,
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that predicts the expected behaviour under normal conditions. An anomaly score
is computed from the deviation between the prediction X; and the actual obser-
vation x;.

We study this problem under domain generalisation setting. The model is
trained on a source operating domain D, and evaluated on unseen target domains
D;, where the data distributions differ, i.e., Ps(X) # P;(X). The objective is
to learn a forecasting model that generalises across domains without access to
target-domain data during training.

3.2 Graph Representation Strategies

The relationships among sensor variables are represented as a directed graph
G=(V,E)

where each node v; € V' corresponds to a sensor variable and each edge repre-
sents a dependency between two variables. The graph is encoded by an binary
adjacency matrix

Ac RNXN

Self-loops are included in all graph representations to preserve node-specific in-
formation during message passing.

In this work, the graph representation is characterised by two design choices:
graph construction and graph refinement strategies. The former determines the
initial graph topology, while the latter determines whether and how the graph
is adapted during training.

Graph Construction

Fully Connected Prior (FC): The fully connected prior assumes complete con-
nectivity among sensor variables such that

Aij =1V Vi, Uy

This results in a dense graph where every sensor variable can directly exchange
information with every other variable.

Causal Prior: The causal prior is constructed from prior knowledge of the in-
dustrial process, where edges correspond to known causal dependencies between
variables. The corresponding adjacency matrix is defined as

A = Loif (Uj’ v;) € Ecausal,
Y 0, otherwise,
where Fc,usa1 denotes the set of predefined causal relationships. Compared with

the fully connected graph, this representation restricts connectivity to process-
informed dependencies.
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Graph Refinement Strategies

No Graph Structure Learning (No-GSL): In the No-GSL configuration, graph re-
finement is not applied and the predefined graph remains unchanged throughout
training,

Eﬁnal = Eprior

Graph Structure Learning (GSL): Graph structure learning (GSL) adaptively
refines the predefined graph using learnable node embeddings. Each node is
associated with an embedding vector

zZ; € R?
and the similarity between nodes is computed using cosine similarity,

w ZiTZj
TR TIR T
[zill2l2; 2
For each node, the top-k neighbours with the highest similarity scores are se-
lected to refine the graph connectivity. In this type of configurations, refinement
is constrained by the corresponding graph prior, allowing the model to update
edge importance while preserving the original topology.

Hybrid Learning: This configuration combines a causally informed graph prior
with adaptive graph refinement and aims to discover complementary dependen-
cies that are not represented by the predefined causal structure.

To achieve this, graph refinement is applied to a pruned fully connected graph,
obtained by removing all causal edges from the fully connected graph. The re-
maining edges constitute the candidate set for graph refinement, from which the
top-k connections are selected to form an augmentation edge set, denoted by
E.ugment- The final graph is then constructed as

Eﬁnal = Ecausal U Eaugment

By preserving the predefined causal graph while augmenting it with complemen-
tary learned connections, hybrid learning combines process-informed knowledge
with data-driven graph refinement, enabling the model to capture additional
dependencies without altering the existing causal structure.

3.3 Forecasting-based Anomaly Detection Framework

Figure 1 illustrates the forecasting-based anomaly detection framework used in
this study. A sliding window of multivariate sensor observations is first repre-
sented as a graph using one of the graph construction strategies described in
Section 3.2. Depending on the selected configuration, the graph is either kept
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Fig.1: Overview of the forecasting-based anomaly detection framework used
in this study, illustrating graph construction, graph refinement, forecasting,
anomaly scoring, and evaluation under domain shift.

fixed, refined through graph structure learning (GSL), or augmented using the
hybrid learning strategy.

The resulting graph representation is processed by a graph attention network
based on GATv2 [2], which employs a dynamic attention mechanism to adap-
tively weight neighbouring sensor interactions during message passing. To iso-
late the effect of graph construction and graph refinement strategies, the GATv2
forecasting architecture is kept fixed across all experimental configurations, en-
suring that the observed differences arise from the graph representation rather
than the choice of forecasting model. The model is trained by minimizing the
mean squared error (MSE) between the predicted and observed sensor values.
For configurations employing graph structure learning, the learnable node em-
beddings are jointly optimized with the forecasting network using the forecasting
loss. After each parameter update, cosine similarities between the updated node
embeddings are recomputed to refine the graph connectivity, allowing graph re-
finement and forecasting to be learned end-to-end.
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During inference, the model predicts the next multivariate observation from
the historical window. The forecasting error for each sensor is then computed as
the deviation between the predicted and observed values. Following the Graph
Deviation Scoring Framework from GDN [5], these node-wise prediction errors
are normalised using statistics estimated from the training data and aggregated
into a single anomaly score for each time step, where higher scores indicate a
greater likelihood of anomalous behaviour.

4 Experiments

The experiments are designed to answer the following research questions:

— RQ1 (Impact of Graph Construction): Does replacing a fully connected
graph with a causally informed graph improve anomaly detection perfor-
mance under domain shift?

— RQ2 (Impact of Graph Refinement): How do different graph refine-
ment strategies, including graph structure learning and hybrid learning, in-
fluence the robustness of causally informed graph representations under do-
main shift?

4.1 Datasets and Domain Setup

Experiments are conducted on the Causal Chambers dataset [7] and the Secure
Water Treatment (SWaT) dataset [8].

Causal Chambers: Causal Chambers is a real-world physical testbed designed
for causal machine learning and out-of-distribution evaluation in cyber-physical
systems [7]. In this work, we use the wind tunnel chamber, which provides mul-
tivariate sensor measurements together with an expert-defined causal graph de-
scribing the dependencies among system variables. We consider the 16 sensor
variables that capture the underlying system dynamics, excluding control and
auxiliary variables. The testbed enables data generation under configurable op-
erating conditions while preserving the underlying physical system, making it
well suited for isolating the effect of graph construction strategies under domain
generalisation.

For anomaly detection, anomalous operating conditions are defined based on
the hatch position of the wind tunnel. When the hatch is closed, the chamber
operates under nominal pressure dynamics, whereas opening the hatch alters
the airflow and reduces the chamber pressure, resulting in a different operating
regime. The forecasting models are trained exclusively on data collected under
nominal operation, while the hatch-based labels are used only for evaluation.

To evaluate domain generalisation, we generate four operating domains (D;—
D,) that differ in their input and output fan loads, signal amplitudes, and oper-
ating frequencies, as summarised in Table 1. Models are trained on the nominal
source domain D; and evaluated on all four domains, where Ds—D, represent
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Table 1: Qualitative operating conditions and distribution shift of the Causal
Chambers domains.

Domain Input Output Amplitude Frequency MMD

D, Step  Step Mixed High 0.465
Do Step Sine Mixed High 0.624
D3 Sine  Step High Low 0.745
Dy Sine Sine Low Low 0.831

previously unseen operating conditions. The table also reports the Maximum
Mean Discrepancy (MMD) between D; and each target domain, showing a pro-
gressive increase in distribution shift while preserving the underlying process
structure.

SWaT: The Secure Water Treatment (SWaT) dataset is a widely used bench-
mark for industrial anomaly detection, consisting of multivariate sensor and
actuator measurements collected from a scaled water treatment plant under
normal and attack scenarios [8]. Unlike Causal Chambers, SWaT contains data
from only a single operating condition and therefore does not provide multiple
domains for evaluating domain generalisation. Consequently, SWaT is used only
for in-distribution evaluation, while cross-domain robustness is evaluated on the
Causal Chambers dataset.

4.2 Baselines

To evaluate the contribution of graph construction and graph refinement, we
consider the following five graph representations:

1. Fully Connected 4+ No-GSL, which employs a fully connected graph
without graph structure learning.

2. Fully Connected + GSL, which learns the graph structure from a fully
connected prior.

3. Causal + No-GSL, which uses the predefined causal graph without refine-
ment.

4. Causal + GSL, which applies graph structure learning to the causal graph.

5. Hybrid Learning, which preserves the causal graph while augmenting it
with selectively learned edges.

The experimental design isolates the influence of graph representation on
cross-domain robustness. In particular, the first two configurations serve as data-
driven baselines, while the remaining three evaluate the effect of incorporating
causal prior knowledge into graph construction and graph refinement under do-
main shift.
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4.3 Evaluation Metrics

Model performance is evaluated using the Precision-Recall Area Under the Curve
(PR-AUC), F1-score, Mean Squared Error (MSE), and training time per epoch.
The Fl-score and PR-AUC assess anomaly detection performance, while MSE
evaluates forecasting accuracy. Training time per epoch is used to compare
the computational efficiency of different graph representations. For the Causal
Chambers dataset, these metrics are reported separately for each target domain
to assess robustness. All experiments are repeated over 5 independent runs, and
the reported results correspond to the average performance.

4.4 Experimental Setup

Experiments are conducted on a GPU-enabled system equipped with an NVIDIA
Tesla T4 GPU (15 GB VRAM), a 4-core CPU, and 15 GB of system memory.
The models are implemented in Python 3.10.12 using PyTorch 2.5.1 and PyTorch
Geometric 2.7.0 with CUDA 12.1 for GPU acceleration. Model parameters are
optimised using the Adam optimiser with a learning rate of 1 x 10~2 and a batch
size of 64, and trained for a maximum of 100 epochs with early stopping based
on the validation loss. The forecasting model employs a sliding window of length
w = 10 with a stride of 5, a hidden dimension of 16, two GNN layers, a single
attention head, and a dropout rate of 0.05. For graph structure learning, the
node embedding dimension is set to 16 and the graph sparsity parameter k is
evaluated for value {2}, while the No-TopK configuration retains all candidate
neighbours. The forecasting head consists of a single MLP layer.

5 Results

5.1 Sanity check

Our forecasting model is a variation the Graph Deviation Network (GDN) ar-
chitecture [5], where the original attention mechanism is replaced by GATv2
attention [2]. To sanity check that this modification does not influence anomaly
detection performance, we compare the original GDN implementation with the
GATv2-based implementation on the SWaT dataset using identical hyperpa-
rameters. As shown in Table 2, both implementations achieve nearly identical
performance, justifying the use of GATv2 as the forecasting backbone for all
subsequent experiments.

5.2 RQ1: Impact of Graph Construction

To investigate the impact of graph construction, we compare the Fully Con-
nected (FC) 4+ No-GSL and Causal + No-GSL configurations, where both
models employ the same forecasting architecture without graph refinement.

As shown in Table 3 and Figure 2a, both graph representations achieve com-
parable performance on the source domain (D;). Under domain shift, the fully
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Table 2: Comparison between the original GDN attention mechanism and the
GATv2-based implementation on the SWaT dataset (results averaged across 10
runs)

Model Precision Recall F1-score

GDN 0.969 0.637  0.766
GATv2  0.959 0.639  0.767

1.0 RQ1: Graph Structure under Domain Shift 10RQ2: Graph Refinement under Domain Shift

0.9 0.9

0.8 0.8
9 @)
<0.7 207
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o o
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Domains Domains
(a) RQ1: Impact of graph structure. (b) RQ2: Impact of graph refinement.

Fig.2: PR-AUC across the evaluation domains for the graph structure (RQ1)
and graph refinement (RQ2) experiments.

connected graph achieves higher PR-AUC and Fl-score on Dy, while the two
approaches exhibit nearly identical performance on D3. On Dy, both configura-
tions again produce comparable anomaly detection and forecasting performance,
with the causal graph attaining a slightly higher F1l-score. The causal graph’s
training time per epoch is approximately 1.49x lower than that of the fully
connected graph (2.79s vs. 4.16s), reflecting reduced message-passing overhead
from its sparser connectivity. Overall, these results suggest that process-informed
graph structures can maintain competitive anomaly detection performance while
providing improved computational efficiency.

5.3 RQ2: Impact of Graph Refinement

To evaluate the effect of graph refinement, we compare the Fully Connected
(FC) + GSL, Causal 4+ GSL, and the Hybrid Learning configuration using
a graph sparsity parameter of k = 2.

Table 4 and Figure 2b demonstrate the impact of graph refinement under
domain shift. While all three configurations achieve comparable performance on
the source domain (D7), the Hybrid Learning strategy achieves the highest PR~
AUC on the unseen target domains Dy, and Dy, being competitive on domain
D3. This indicates improved generalisation through the augmentation of the
causal graph with selectively learned dependencies. All methods exhibit similar
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Table 3: Comparison of the Fully Connected (FC) 4+ No-GSL and Causal +
No-GSL configurations across the Causal Chambers domains (results averaged
across b runs per domain).

Domain Model PR-AUC Fl-score MSE

D, Causal + No-GSL 0.919+0.012 0.8660.005 36.356+0.25
FC + No-GSL  0.913+0.003 0.86840.003 36.688+0.24

D> Causal + No-GSL 0.6724+0.021 0.679£0.024 28.05+£0.19
FC + No-GSL 0.776+0.106 0.746+0.020 28.30+0.18

D3 Causal + No-GSL 0.904%+0.011 0.81740.002 44.44+0.31
FC + No-GSL  0.907+0.006 0.8184+0.002 44.8540.29

Dy Causal + No-GSL 0.7224+0.016 0.818+0.009 21.22+0.15
FC + No-GSL 0.735+0.032 0.804+0.004 21.41£0.14

forecasting accuracy, with comparable MSE values. The Hybrid configuration’s
training time per epoch (2.75s) is comparable to Causal + GSL (2.88s) and
approximately 1.52x lower than Fully Connected + GSL (4.17s), confirming
that sparse causal priors reduce computational overhead even when augmented
with learned edges. These results suggest that combining causal prior knowledge
with selective data-driven graph refinement provides an effective balance between
robustness and computational efficiency.

5.4 Ablation Study: Effect of Graph Sparsity

To investigate the influence of graph sparsity on anomaly detection performance,
we evaluate the graph refinement strategies using different values of the graph
sparsity parameter k, which determines the number of neighbours retained dur-
ing graph refinement. Smaller values of k produce sparser graphs, while larger
values allow denser connectivity and increased message passing.

Figures 3 illustrate the effect of the graph sparsity parameter k on anomaly
detection performance. No single value of k consistently achieves the highest PR-
AUC across all domains, indicating that the optimal graph sparsity is domain-
dependent. Nevertheless, relatively sparse configurations (k = 2 or k = 3) gen-
erally provide competitive performance compared with denser alternatives, with
the Hybrid configuration achieving the highest PR-AUC on several unseen tar-
get domains. Notably, training time per epoch remains approximately constant
across all k values within each configuration (2.74-2.79s for Hybrid, 2.67-2.98s
for Causal + GSL, and 4.17—4.26s for FC + GSL), indicating that varying graph
sparsity has a negligible impact on computational efficiency while allowing sparse
graphs to achieve competitive anomaly detection performance.
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Table 4: Comparison of graph refinement strategies (k = 2) across the Causal
Chambers domains (results averaged across 5 runs per domain).

Domain Model PR-AUC F1l-score MSE

Dy Causal + GSL 0.920+0.016 0.856+0.024 36.54940.362
FC + GSL  0.918+0.007 0.86440.007 36.815+0.156
Hybrid 0.904£0.008 0.862£0.021 36.413+0.234

D> Causal + GSL 0.687£0.073 0.71140.033 28.203+£0.280
FC + GSL  0.631£0.067 0.699+0.029 28.400+0.121
Hybrid 0.795+0.082 0.743+0.024 28.088+0.182

D3 Causal + GSL 0.914+0.026 0.83240.036 44.682+0.445
FC + GSL  0.896+0.003 0.819+0.000 45.007£0.193
Hybrid 0.894£0.006 0.819£0.000 44.510+0.286

Dy Causal + GSL 0.723£0.025 0.82940.013 21.338+0.210
FC + GSL  0.690+0.022 0.819+0.014 21.513£0.089
Hybrid 0.767+0.086 0.820£0.013 21.25040.140

6 Discussion

The primary objective of this study was to investigate whether incorporating
causal prior knowledge into graph representations improves the domain general-
isation of graph-based anomaly detection. Overall, the results suggest that causal
knowledge provides a useful structural prior for graph construction, although its
effectiveness depends on how it is incorporated into the refinement process. The
following discussion interprets these findings in the context of the two research
questions and the ablation study.

The findings of RQ1 indicate that using causal priors alone does not con-
sistently improve anomaly detection performance over a fully connected graph
representation. Compared with Fully Connected 4+ No-GSL, the Causal
+ No-GSL configuration achieves comparable and, in some cases, lower PR-
AUC, most notably on domain Ds. A possible explanation is that the predefined
causal graph captures the physical cause-and-effect relationships of the system
but may omit predictive dependencies exploited by the fully connected graph.
Despite this, its sparser connectivity reduces message-passing operations and
attention computations, resulting in consistently lower training time. Overall,
these findings suggest that process-informed graph construction provides im-
proved computational efficiency while maintaining competitive anomaly detec-
tion performance.

The findings of RQ2 build upon the observations from RQ1 by demon-
strating the benefit of combining causal prior knowledge with data-driven graph
refinement. While the Fully Connected + GSL and Causal + GSL configu-
rations achieve broadly comparable performance across the evaluation domains,
the Hybrid Learning strategy consistently attains the highest or comparably
highest PR-AUC on the unseen target domains. This suggests that causal priors
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Fig. 3: Ablation study on the effect of graph sparsity parameter k& on anomaly
detection performance (PR-AUC)

and graph refinement are complementary, with the former preserving process-
informed causal relationships and the latter incorporating additional predictive
dependencies that are not encoded in the prior, thereby improving robustness
under domain shift. Moreover, the Hybrid configuration retains training times
comparable to Causal + GSL, indicating that augmenting the causal graph
with a limited number of learned edges preserves much of the computational ef-
ficiency afforded by sparse graph representations. Overall, these findings suggest
that combining causal priors with selective graph refinement provides an effective
balance between robustness under domain shift and computational efficiency.

The ablation study demonstrates that the influence of the graph sparsity
parameter is domain dependent, with no single value of k consistently yielding
the best anomaly detection performance across all operating domains. This sug-
gests that the optimal neighbourhood size depends on the characteristics of the
target domain, as changes in operating conditions alter the relevance of interac-
tions among sensor variables. Compared with Fully Connected + GSL, both
Causal + GSL and Hybrid Learning consistently require less training time
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because their sparse graph representations reduce the number of message-passing
operations and attention computations. The Hybrid configuration preserves this
efficiency by introducing only a limited number of learned edges on top of the
causal graph. Overall, these findings suggest that relatively sparse graph repre-
sentations provide a practical balance between robustness under domain shift
and computational efficiency without extensive parameter tuning.

Another important observation is that the severity of domain shift, as mea-
sured by Maximum Mean Discrepancy (MMD), does not directly correspond
to anomaly detection performance. Although D3 and D, exhibit larger MMD
values than Ds, all graph representations remain competitive on these domains,
suggesting that domain generalisation depends not only on the magnitude of the
distribution shift but also on the underlying system dynamics. Consequently,
evaluating robustness under domain shift requires considering both statistical
distribution metrics and system dynamics.

Despite these promising findings, several limitations should be acknowledged.
First, the predefined causal graph may not capture all relevant physical interac-
tions, and although graph refinement can compensate for some missing relation-
ships, its effectiveness remains dependent on the quality of the underlying causal
prior. Second, the analysis considers only domain shifts arising from changes in
operating conditions under a fixed system structure and may not generalise to
scenarios involving structural changes or evolving system topologies.

7 Conclusion

This paper investigated whether causally informed graph structures improve
domain generalisation in graph-based anomaly detection. To isolate the effect
of graph construction strategies, we compared fully connected and causally in-
formed graph priors under fixed, learned, and hybrid graph refinement settings
using a forecasting-based framework with a fixed GATv2 architecture on the
Causal Chambers dataset.

The results show that causally informed graph representations achieve anomaly
detection performance comparable to purely data-driven graph representations
while consistently requiring lower training time per epoch. Although predefined
causal priors alone do not always improve domain generalisation, combining
them with selective graph refinement enables the model to capture additional
predictive dependencies while preserving the computational efficiency afforded
by sparse graph representations, thereby improving robustness under changing
operating conditions. Furthermore, the results indicate that domain shift can-
not be fully characterised by quantitative distribution metrics such as Maximum
Mean Discrepancy (MMD) alone, as the underlying system dynamics and inter-
actions among sensor variables also influence model transferability. Overall, these
findings demonstrate that integrating process-informed causal knowledge with
selective graph refinement provides an effective balance between robustness and
computational efficiency for domain generalisation in industrial cyber-physical
systems.
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Future work will extend this study to additional industrial benchmarks, ex-
plore the use of causal discovery methods to identify direct relationships and
construct more complete causally informed graph representations, and inves-
tigate more diverse forms of domain shift involving changes in both operat-
ing conditions and system structure. These directions will further improve the
applicability, robustness, and generalisability of causally informed graph-based
anomaly detection in real-world industrial cyber-physical systems.

Acknowledgments. This study was funded by Vinnova (grant number 2023-01917).

Disclosure of Interests. The authors have no competing interests to declare that
are relevant to the content of this article.

Generative AI Statement. Large language models (LLMs) were used to assist with
language refinement and improve the presentation of the manuscript. The authors take
full responsibility for the research design, experiments, analysis, and final content of
this work.

References

1. Ben-David, S., Blitzer, J., Crammer, K., Kulesza, A., Pereira, F., Vaughan, J.W.:
A theory of learning from different domains. Machine Learning 79(1-2), 151-175
(2010)

2. Brody, S., Alon, U., Yahav, E.: How attentive are Graph Attention Networks? In:
International Conference on Learning Representations (ICLR) (2022)

3. Chandola, V., Banerjee, A., Kumar, V.: Anomaly detection: A survey. ACM Com-
puting Surveys 41(3), Article 15 (2009)

4. Darban, Z.Z., Webb, G.I., Pan, S., Aggarwal, C.C.,; Salehi, M.: Deep learning for
time series anomaly detection: A survey. ACM Computing Surveys 57(1) (2024)

5. Deng, A., Hooi, B.: Graph Neural Network-based anomaly detection in multivariate
time series. In: Proceedings of the AAAI Conference on Artificial Intelligence.
vol. 35, pp. 4027-4035 (2021)

6. Febrinanto, F.G., Moore, K., Thapa, C., Liu, M., Saikrishna, V., Ma, J., Xia,
F.: Entropy causal graphs for multivariate time series anomaly detection. ACM
Transactions on Intelligent Systems and Technology 16(6), Article 125 (2025)

7. Gamella, J.L., Peters, J., Bithlmann, P.: Causal chambers as a real-world physical
testbed for AT methodology. Nature Machine Intelligence 7, 107-118 (2025)

8. Goh, J., Adepu, S., Junejo, K.N., Mathur, A.: A dataset to support research in the
design of secure water treatment systems. In: Proceedings of the 11th International
Conference on Critical Information Infrastructures Security (CRITIS). pp. 88-99
(2017)

9. Krueger, D., Caballero, E., Jacobsen, J.H., Zhang, A., Binas, J., Zhang, D.,
Le Priol, R., Courville, A.: Out-of-distribution generalization via risk extrapola-
tion. In: Proceedings of the International Conference on Machine Learning (ICML).
pp. 5815-5826 (2021)

10. Lee, J., Bagheri, B., Kao, H.A.: A Cyber-Physical Systems architecture for Industry
4.0-based manufacturing systems. Manufacturing Letters 3, 18-23 (2015)



16

11.

12.

13.

14.

15.

16.

17.

18.

19.

S. Muralidharan et al.

Pan, S.J., Yang, Q.: A survey on transfer learning. IEEE Transactions on Knowl-
edge and Data Engineering 22(10), 1345-1359 (2010)

Pang, G., Shen, C., Cao, L., Van den Hengel, A.: Deep learning for anomaly de-
tection: A review. ACM Computing Surveys 54(2), Article 38 (2022)

Peters, J., Bithlmann, P., Meinshausen, N.: Causal inference by using invariant
prediction. Journal of the Royal Statistical Society: Series B 78(5), 947-1012 (2016)
Rajkumar, R., Lee, I., Sha, L., Stankovic, J.A.: Cyber-Physical Systems: The next
computing revolution. In: Proceedings of the 47th Design Automation Conference
(DAC). pp. 731-736 (2010)

Rojas-Carulla, M., Scholkopf, B., Turner, R., Peters, J.: Invariant models for causal
transfer learning. Journal of Machine Learning Research 19(36), 1-34 (2018)
Scholkopf, B., Locatello, F., Bauer, S., Ke, N.R., Kalchbrenner, N., Goyal, A., Ben-
gio, Y.: Toward causal representation learning. Proceedings of the IEEE 109(5),
612-634 (2021)

Wang, J., Lan, C., Liu, C., Ouyang, Y., Qin, T., Lu, W., Chen, Y., Zeng, W., Yu,
P.S.: Generalizing to unseen domains: A survey on domain generalization. IEEE
Transactions on Knowledge and Data Engineering 35(8), 8052-8072 (2023)

Wu, Z., Pan, S., Long, G., Jiang, J., Chang, X., Zhang, C.: Connecting the dots:
Multivariate time series forecasting with Graph Neural Networks. In: Proceedings
of the 26th ACM SIGKDD International Conference on Knowledge Discovery and
Data Mining. pp. 753-763 (2020)

Zhao, H., Wang, Y., Duan, J., Huang, C., Cao, D., Tong, Y., Xu, B., Bai, J., Tong,
J., Zhang, Q.: Multivariate time-series anomaly detection via Graph Attention
Network. In: Proceedings of the IEEE International Conference on Data Mining
(ICDM). pp. 841-850 (2020)



